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2 
Introduction

2.1 The GBIF cache

Specimen and observation records are exposed as ABCD or DarwinCore XML documents through various distributed provider services. This data is being indexed, normalized and partially cached by GBIF. The current GBIF cache consists only of few attributes compared to the diversity of available data in the networks.

In the near future GBIF will update its indexing and caching system to cache more attributes and do its data standardisation more reliable. This task will not wait for the new GBIF software, but instead will try to develop the duplication detection software in a way that allows it to be updated easily to work with the improved GBIF cache in the future.
2.2 What are duplicates

Duplicates exist in two different flavours. The digital duplicate refers to multiple, but not necessarily identical, digital records about the same physical specimen. In contrast physical duplicates are those specimens, which are derived from the same original material collected from one individual/organism. In this case separate physical objects exist - usually kept in different collections, often in different countries. Physical duplicates do not necessarily have exactly the same metadata attached to them. They might have a different ID (very likely so) and sometimes even have different identifications (name). For botanical records, physical duplicates are normally recognised by identical collector(s) and collector number. In addition, identity (or fuzzy identity) of the collection event (date, site) can be used as a confirmation (but one and the same collection event can include many different specimen sets, even of the same taxon). In zoology and with ecological samples (e.g. water samples with microalgae) other criteria may apply. 
2.3 Why duplicates

A duplicate detection service can be used not only to clean data by finding related records. It is also useful to enter data for newly digitised specimens. If there is already a physical duplicate digitised in the GBIF network, one can import this data without the need to re-enter all label data and potentially geocode it.
3 Duplicate detection components

Finding approximate duplicate records is often called record linkage in literature. A system to identify duplicates usually consists of several components as showed in the following diagram taken from R. Baxter et al 2003
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Figure 1: Process diagram of a record linkage system
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3.1 Standardisation

3.1.1 Specific Normalisation

For many attributes we know some rules for normalisation that might be specific for the attribute and also the provider service. We should apply those transformations to the data before running any further methods. GBIF does quite a lot of normalization already when indexing data services. Scientific names and the country of origin are pretty normalized already. See statistics for figures.

In general different steps may be used for normalization:

· Replacing strings (e.g. abbreviations) by strings found in a look-up table
· Probabilistic techniques as hidden Markov models can be used to normalize data. 
3.2 Blocking methods

Measuring similarity usually involves calculating a full similarity (or distance) matrix for every pair of records (see comparison). That alone means a time complexity of at least O(n2). For our purpose with potentially 100 million (108) records this is too much. Such a matrix would consist of nearly 1016 independent similarity calculations. Let’s assume we could do 1000 of them every second it would still take us more than 300.000 years! So it is important to find a way to reduce the complexity of the algorithm. Pre-selecting or “blocking” potential records that are likely to be similar has proven a successful way of achieving this.

For a full comparison of blocking techniques see Baxter 2003, we considered the following techniques useful:
3.2.1 Sorted neighbourhood

The sorted neighbourhood algorithm sorts all records based on a newly generated index string. Only a window out of X adjacing records (we currently think of ~50) is considered for comparison. The similarity matrix of those records is then calculated. In order to get the similarity between all relevant records a multi-pass method is applied and the sorted neighbourhood frame is calculated several times on the basis of all available indices, which in turn are based on the available and significant attributes (institution id, collection date, collector, ...). The multipass approach brings records back into the boat, which might have been dropped otherwise because they contained NULL values or some very different data for the one attribute only that is primarily used to build the respective index.

3.2.2 Bigrams or q-grams

The Bigram Indexing (BI) method allows for fuzzy blocking. The basic idea is that the blocking key values are converted into a list of bigrams (sub-strings containing two characters or q characters in case of q-grams) and sub-lists of all possible permutations will be built using a threshold (between 0.0 and 1.0). The resulting bigram lists are sorted and inserted into an inverted index, which will be used to retrieve the corresponding record numbers in a block.

The number of sub-lists created for a blocking key value both depends on the length of the value and the threshold. The lower the threshold the shorter the sub-lists, but also the more sub-lists there will be per blocking key value, resulting in more (smaller blocks) in the inverted index. In the information retrieval field, bigram indexing has been found to be robust to small typographical errors in documents. Like standard blocking, the number of record pair comparisons with two data sets with n records each, b blocks all containing the same number of records is O(n2/b). However, as discussed above the number of blocks b will much larger in bigram indexing.
3.2.3 Canopy clustering with TFIDF

Canopy Clustering with TFIDF (Term Frequency/Inverse Document Frequency) forms blocks of records based on those records placed in the same canopy cluster. A canopy cluster is formed by choosing a record at random from a candidate set of records (initially, all records) and then putting in its cluster all the records within a certain loose threshold distance of it. The record chosen at random and any records within a certain tight threshold distance of it are then removed from the candidate set of records. We use the TFIDF distance metric, where bigrams are used as tokens. The number of record pair comparisons resulting from canopy clustering is O(fn2/c) where n is the number of records in each of the two data sets, c is the number of canopies and f is the average number of canopies a record belongs to. The threshold parameter should be set so that f is small and c is large, in order to reduce the amount of computation.

3.3 Comparison

The heart of the duplicate detection system consists of the comparison of attributes from individual records. These attribute comparison functions return a basic distance for a single attribute, which is stored in a distance vector for each record pair that is compared. The overall comparison of a record pair is called the record comparator.

As some attributes are more important than others, every attribute can have its own comparison function and be weighted individually resulting in a weighted comparison vector which is passed to the decision model. Numerous comparison functions exist for strings, numbers, dates, ages and times. For strings exact matches, truncated matches and approximate matches using different methods, e.g. the edit distance, are the main ones.

3.3.1 Frequency tables

Most attribute comparison functions allow optional frequency tables to be used. A frequency table lists all known values for a specific attribute along with the frequency of its distribution. This might be useful for many attributes such as taxonomic or collector names, but apart from peoples names it will be hard to find existing frequency tables.

3.4 Decision model

The decision model, or classifier, calculates a matching decision based on a comparison vector. In our case the matching decision should be digital duplicate, physical duplicate, possible duplicate or non-match. Basic systems simply sum up all coordinates of the vector and use thresholds to categorize the results.

4 The cache data

4.1 Source data

The source data is taken from a GBIF cache snapshot from December 2006. It contains about 80 million records that form the base for the duplicate detection system. See statistics section below for more details about the data.
4.2 Relevant attributes

4.2.1 Existing attributes

Apart from some technical data not relevant for us the current (cache) and future (new cache) GBIF cache contains the following attributes:

	Attribute
	data
type
	physical
duplicate
	digital
duplicate
	existing
cache
	new cache

	UnitID
	string
	<>
	==
	x
	x

	CollID
	string
	<>
	==
	x
	x

	InstID
	string
	<>
	==
	x
	x

	COLLECTING
	
	
	
	
	

	Collector
	string
	~
	==
	-
	x

	CollectDate
	date
	==
	==
	-
	x

	CollectDateRaw
	string
	~
	==
	x
	x

	FieldNumber
	string
	==
	==
	-
	x

	LOCATION
	
	
	
	
	

	Country
	string
	==
	==
	x
	x

	Locality
	string
	~
	==
	x
	x

	Coordinates
	float
	==
	==
	x
	x

	Altitude
	integer
	==
	==
	-
	x

	OTHER
	
	
	
	
	

	TaxonName
	string
	…
	==
	x
	x

	TaxonNameRaw
	string
	…
	==
	x
	x

	RecordBasis
	char(1)
	==
	==
	-
	x


 == the same;  ~ alike;  <> different; … irrelevant;       x exists;  - does not exist

4.2.2 Deriving RecordBasis

The basis of the record, whether it’s a specimen or observation, is currently not contained in the cache. Luckily most providers only serve one kind of data, so based on the provider service metadata a human can often figure out what kind of records a service has. Especially the largest data providers like the British NBN or the German BfN are only dealing with observations. We keep this information in a service registry and update the cache records for those services accordingly.

4.2.3 Physical duplicates

Data created only once during the collecting event should be the same for physical duplicates. The collectors name, the date of gathering, the project name, the locality and its geo-coordinates are good stable attributes.

4.2.4 Digital duplicates

All attributes should pretty much be the same. It is quite likely though that some data just doesn’t exist (NULL) because it was not considered relevant in one of the duplicate copies.

4.3 Statistics

The GBIF cache has the following characteristics:

Number of records:

---------------------------------

count(biorecordkey):   98.173.442
NULL counts:

---------------------------------

biorecordkey: 

       38

unit_id:

  
1.547.710

institution_id:
     12.318.974

collection_id_ 
     13.726.104  

service_id

   
        0       

record_basis
     54.380.847

taxon_name_raw: 
      2.965.156

taxon_name: 
 
  255.818

collecting_date_raw:   66.480.718

latitude:

     20.637.494

longitude:

     20.640.820

locality:

     34.781.490

DISTINCT values:

---------------------------------

biorecordkey: 
  

unit_id:

     66.614.258

institution_id:
    
   21.629

collection_id_        
1.335.250

service_id

    

325        

record_basis


  3

taxon_name_raw: 
      1.981.188

taxon_name: 
      2.041.102

collecting_date_raw:      368.306

latitude:

        787.929

longitude:

        934.336

locality:

      5.730.365
4.4 Transforming the cache

In order to do a performance analysis of the cache, the database structure is heavily simplified. All data is denormalised so that we end up with a single flat table. Currently the GBIF cache does not consider multiple identifications for a record, but if the new cache structure will take this into account, several records will be created in the flattened-out table for the duplicate detection. 

5 Proposed system

5.1 Interface

The tool will initially be developed as a commandline tool. Additionally the system will get a simple web interface to search for duplicates, which will also be available as a REST service. Two kinds of duplicate detection services are planned:

5.1.1 Search API

The duplicate search will search the cache data for existing duplicates of an entered record and report them as a list of likely physical and digital duplicates. All attributes available in the cache can be submitted as parameters to the search.
5.1.2 Scanner API

The scanning service generates a report of existing duplicates within the cache data. It will try to find all potential duplicates within the system. As this service does not depend upon external parameters, the report will always be the same for a given data cache and therefore can be stored (cached) as it takes very long to process (probably some days).

5.2 Febrl

There is an existing python software package called FEBRLIII developed for record linkage investigations. It allows selecting different algorithms at all stages and was developed by the Rohan Baxter team in Australia to test new algorithm performances. We try to reuse as much as possible from this system, especially the similarity functions and blocking methods. But some modifications have to be made for our task:

5.2.1 Adapt for larger result sets

The software is used with some thousand records only. We want to analyse millions of records. The blocking indices are calculated and kept in memory by default for example. This needs to be changed to be stored on disk or in a database.

5.2.2 Specific standardisation

Develop specific standardisation routines for the cache attributes if necessary. GBIF has done a good job in standardisation during the indexing process already, so this might be a non-issue.

5.2.3 4 level classification

A regular record linking system classifies record pairs as matches, non-matches or possible matches. For our purpose we would like to further divide the matches into digital and physical duplicates. This is currently not supported in Febrl’s decision model.

5.3 Blocking method
Sorted neighbourhood indices should be based on attributes that identify duplicates pretty well. Because the cache data is pretty limited and consists of many NULL values, it proves difficult to find good indices. Finding a working index layout will be a major issue. Febrl supports sorted neighbourhood already.

5.4 Comparison function

Febrl seems to support a vast range of weighted comparison functions including frequency tables. The data has strings

5.5 Decision model

Febrl supports the classical record linkage decision model after Fellegi and Sunter. This seems to be good enough for our purpose, but needs to be extended to 4 levels of classification, see 4.2.3 for more.

6 Performance

Precision and recall are classic performance measures for information retrieval. Unfortunately we have no controlled test data available that allows us to measure the performance precisely. We would need to know the real number of true duplicates.  This can only be done with the help of an artificial test dataset, as the GBIF data, even for humans, is often undecidable due to lacking information.

6.1.1 Precision

Precision is the proportion of correctly identified duplicates to all duplicates retrieved. It will most likely be influenced by the similarity function and the decision model used.

6.1.2 Recall

Recall on the other hand is the proportion of correctly identified duplicates, out of all existing duplicates. It will most likely be influenced by the blocking algorithm used.
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